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PROFESSIONAL SUMMARY
Team Lead and Senior Data Engineer with 7+ years delivering data engineering solutions in the Telecom domain. Strong foundation in ETL, SDLC, performance tuning, with deep hands-on expertise in Azure Data Factory, Databricks, Snowflake, PySpark, Python, SQL and Control-M. Leading an engineering team across on-prem to cloud migrations, pipeline automation and BI enablement, while actively building GenAI experience to bring AI-driven capabilities into data workflows.
SKILLS
· Cloud Technologies: Azure Data Factory, Databricks, ADLS, Azure DevOps, Snowflake 
· Tools: Control-M, DBT, BMC Helix, Tableau, Unix Shell
· Languages: SQL, PySpark, Python
· GenAI: Cursor, Obsidian, ChromaDB, Lakebridge, RAG, Multi-agent systems, Embeddings, MCP
EXPERIENCE
· Amdocs | Pune, India
· Team Lead | Sr. Data Analyst	NOV 2025 - PRESENT
· Client: Singapore Telecommunications Ltd. (Singtel) - Singapore's largest telecommunications and digital services provider.
· AI-augmented engineering practice: use of Cursor and Claude as core accelerators across data architecture, SQL, Python/FastAPI development, and documentation - using AI to multiply output across the full analytics-engineering stack while owning every design decision end-to-end.
· Leading the design and architecture of UberAgent, an in-house multi-agent GenAI platform built on Azure OpenAI (GPT-4o) and FastAPI, with a supervisor agent orchestrating specialized Workers (SQL, Lineage, Code Converter) for analytics use cases.
· Designed a tiered intent-classification router, routing 90%+ of queries with sub-second latency, with graceful LLM handling for ambiguous cases.
· Architected a unified ChromaDB vector memory layer (knowledge base, learnings, SQL queries/validations, conversations) shared across agents - enabling context-aware retrieval and a feedback-and-learning loop that captures user corrections to improve future responses.
· Built an enhanced RAG pipeline with multi-query expansion, automatic deduplication, source-aware retrieval, and context compression to fit token budgets.
· Built the Lakebridge SQL Converter on Databricks for converting legacy SQL/Informatica workflows into PySpark notebooks, with supporting utilities (SQL cleanup, parameter-substitution preprocessor).
· Leading a team of data engineers - driving sprint planning, code reviews, technical mentorship, and cross-functional collaboration with onshore Singapore stakeholders.

· Software Developer	MAR 2022 - OCT 2025
· Client: Hutchison 3G UK Limited - Trading as Three UK, is a telecommunications and internet service provider operating in the UK.
· Led end-to-end data migration from on-prem Oracle to Snowflake, processing 2 TB+ of telecom subscriber and billing data.
· Built scalable batch and near real-time pipelines using Azure Data Factory, Databricks (Delta Live Tables, Auto Loader, Unity Catalog), and PySpark on Medallion Architecture, with optimizations - cutting runtime by 35% and DBU cost by ~20%.
· Orchestrated 150+ production workflows across Control-M, Databricks Workflows, and Snowflake Tasks with Azure Logic Apps alerting, ensuring SLA-driven delivery in an Agile/Scrum model.
· Managed Azure Blob/ADLS Gen2 storage with lifecycle policies for incoming/outgoing data files, ensuring compliance and 30% reduction in storage cost.
· Used Azure DevOps Git repos and CI/CD pipelines (with Perforce for legacy code) for source control.
· Building data models using DBT to migrate data between databases and warehouses.
· Designed and optimized Tableau dashboards for business stakeholders, reducing dashboard load time by 50%.
· On-site engagement: Worked at the client site in Reading, UK. Drove requirements gathering and cross-functional collaboration with business, QA, and DevOps teams across the entire SDLC and delivering actionable insights to stakeholders.
· Infosys Ltd. | Pune, India
· System Engineer	AUG 2019 - MAR 2022
· Client: Spark NZ Limited - New Zealand telecommunications and digital services company
· Migrated data from on-prem Oracle to Snowflake using Azure Data Factory and Databricks.
· Delivered bug fixes, enhancements, and Control-M job monitoring across production data pipelines.
· Collaborated with the client in Agile/Scrum calls to gather requirements and functional specs.
· Resolved production issues and escalated critical incidents.
· Internship & Trainee	JAN 2019 - AUG 2019
· Completed the Infosys Foundation Program, gaining hands-on training in Business Intelligence concepts using the MSBI suite.
· Performance Report- Built a Power BI performance-reporting application, enabling visualization of trainee performance across organizational hierarchy levels.
CERTIFICATIONS / ACCOMPLISHMENTS
· Databricks Certified Data Engineer Professional - 2026
· Amdocs AI Avishkar Hub - Employees’ Choice Award - 2025
· Got recognition in the department for providing automation solutions at Amdocs - 2023
· Global Agile Certification by Infosys Ltd. - 2020
EDUCATION
B.Tech in Computer Science
Pranveer Singh Institute of Technology, Kanpur, India	2015 - 2019 
Dr. A.P.J. Abdul Kalam Technical University | 71.5%
